Hybrid Hessians for Flexible Optimization of Pose Graphs

Matthew Koichi Grimes Dragomir Anguelov Yann LeCun

Abstract—We present a novel "hybrid Hessian” six-degrees-of- performing full Newton steps, and is more robust to local-min
freedom simultaneous localization and mapping (SLAM) alge ima. To minimize oscillation between competing constisint
rithm. Our method allows for the smooth trade-off of accuracy  gyachastic relaxation encodes nodes in a hierarchical tpesge

for ef ciency and for the incorporation of GPS measurements . . .
during real-time operation, thereby offering signi cant advan- Where each pose is dened relative to its parent (see g.

tages over other SLAM solvers. 1). For each constraint, there is a differencebetween a
Like other stochastic SLAM methods, such as SGD and pose and a constraint's desired value for that pose. Sttichas
TORO, our technique is robust to local minima and eliminates relaxation minimizes this difference by accumulating ;r

stochastic methods, but similar to exact solvers, such as AM, . ip
our technique is able to process position-only constraintsuch as chosen to sum to one), which has the effect of shifting the

GPS measurements, without introducing systematic distorons in ~ node by r. While ef cient, this can introduce a systematic

the map. distortion into the map, known as the “dog-leg problem” [1].
We present results from the Google Street View database, and As shown in g. 2, this arises when a constraint has a large

compare our method with results from TORO. We show that error in position but little error in rotation, which may hzen

our solver is able to achieve higher accuracy while operatig : o
within real-time bounds. In addition, as far as we are aware, by chance, or because the constraint only acts on position, a

this is the rst stochastic SLAM solver capable of processig IS the case with GPS.

GPS constraints in real-time. In this paper, we present a method that performs stochastic
relaxation, but which does so by solving a set of linear
. INTRODUCTION equations. This eliminates the dog-leg problem. It alsovad|

the user to smoothly transition between stochastic andtexac

In mobile robotics, the ability to self-localize is a cric updates at run-time. exiblv trading off cost for accuracy a
prerequisite to many higher-level functions. SLAM can bﬁgeded. ' y g ¥

described as the iterative process of localizing onesklfive
to previously explored locations, and mapping new location Il. RELATED WORK

relative to oneself. _ _ _ Early SLAM algorithms, such as Smith and Cheeseman's
A popular formulation of this problem is to model it aseKF SLAM [2], incorporated new observations into an ex-
a graph of nodes, representing robot poses to be solved fghded Kalman Iter (EKF), which tracked the pose of the
and edges, representing sensor readings. Each edge demgdt and any landmarks. The approach is used to this day,
an energy function of the nodes it connects. This functiofiich as with Davison's monocular visual SLAM [3], and Kim
penalizes deviations between the nodes' relative posettend and Sukkarieh's GPS-augmented SLAM for ying vehicles
relative pose as measured by a sensor. By minimizing the syay unfortunately, EKF-based SLAM requires a full invessi
of these constraint energies with respect to the pose Vesiabof 4 dense N-by-N matrix with each new observation, where N
we solve for the maximum a posteriori values of all poses the size of the state vector containing all tracked lan#tma
given all sensor readings. _ and robot poses. Thi®(N 3) operation scales poorly with the
In this paper, we draw inspiration from two divergengize of the map. It can be mitigated by selective sparsiarati

approaches to minimizing this energy: full linearized 808/ of the information matrix [5], [6], but reconstructing theam
and stochastic relaxation. Full solvers are mathemayicaffom this matrix remains costly.

equivalent to the well-known Gauss-Newton method, thoughThe “full SLAM problem” solves for the entire history of

with better numerical stability and much-improved speegohot poses, not just the most recent. This paper conceds it
These methods linearize the total constraint enéfgground with the pose graph formulation of this problem. As desatibe
the current value of the poses then solve the resulting in section I, two gecent approaches to this have been full
linear equation for an updatéz that minimizesE(z + dz) |inear solvers, as in SAM [7] and iSAM [8], and s§ochastic
in a least-squares sense. Sparse solving techniques cardiixation, as used by SGD [9] and TORO [10]. Th&AM
crementally solve for this update in real time, but once th@ethod and its descendants speed up this linear solve throug
update becomes too large, the map must be relinearized freglumn reordering [7] and incremental factorization [8fjia
a new linearization point and solved from scratch, an expensing at the same exact answer as the Gauss-Newton method in
process. Furthermore, like Gauss-Newton, these meth@ds @{ich shorter time. Drawbacks include the computational cos
susceptible to becoming stuck in local minima. ~ of relinearizations, and susceptibility to local minima.

By contrast, stochastic relaxation relaxes one consteint SGD [9] performs stochastic relaxation in two dimensions
a time without need of a xed linearization point. Like theby parametrizing each pose in the pose hierarchy as an
stochastic gradient descent techniques popular in machiggyition onto the pose of its parent. This allows a constraint to
learning, stochastic relaxation converges more quickBnthpe relaxed ef ciently by simply adding fractions of its reaal

into the constrained pose's ancestors. TORO [10] exterids th
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Fig. 2. The dog-leg problemoccurs when an error in position is
corrected by position updates only, without also updatioigtions.
Fig. 1. Pose tree terminologyThe image on the left shows a smalltiere we see a relaxation of the red constraint, with and wittioe

pose graph, with odometry-based constraints, and a lamging 409-l€g problem.
constraint. We use a hierarchical tree-based represamtafi pose,
where each pose is de ned relative to its parent. The trespmaning

tree of the pose graph, using a subset of its edges. Such a ; : ) : ;
is shown in the center. The right gure illustrates the coast % rotates its entire sub-tree, leaving the relative pase &

terminology used in the paper. A constraint's domain is taecf {0 b unchanged. Likewise, minimizing a constraint's residual
poses whose values affect the constraint energy. The egmtstroot  only changes nodes in its domain. The node from which
is the topmost node in the path from one node of the consttaintthis tree is grown becomes the root of the entire tree. We
the other. It is not part of the constraint domain. allow for the use of GPS and other constraints that operate in
“absolute” coordinates, by using a root node that repregbet
earth's frame. GPS readings can then be represented dagaelat
and local minima, but both suffer from dog-leg distortionposition constraints between the earth and a pose. Because
as described in section I. the earth node is the root of the tree, it is outside of any
Some authors have proposed solving for only those posemistraint's domain, and is thus appropriately left undsh
in the pose graph that are near the current pose. This can Helghe pose graph optimization.
SLAM adapt to dynamic environments [11], or save on-board We initialize the poses using the tree constraints, by deaca
cost by leaving the task of creating a globally consisterji toa nating their desired relative poses down from the root node.
an off-board computer [12]. Our work can be easily adaptédsing noisy constraints in the tree, such as GPS constraints
to solve for local poses only (see section IlI-E and Ill-F))can lead to poor initial poses. For this reason, it is impurta
However, storing the map in a single global coordinate frante prefer high-stiffness edges (corresponding to low-@ois
can have many advantages to real-time tasks. For exampleehsors) when building the spanning tree. An MST algorithm
can facilitate detecting loop-closures, by allowing thbabto that maximizes the total stiffness of tree edges is one optio
only compare the current frame against those thought to Bee results in this paper come from a simple breadth- rst
nearby in the global coordinate frame. A global coordinateaversal, modi ed to avoid GPS edges whenever possible.
system can likewise help align multiple maps in collabeeati _ )
mapping, or help register a map in progress against satelf#- Linearized updates
imagery or other geolocated data. For these reasons, we hawa/e represent our poses as 7-dimensional vectors composed
chosen to focus on real-time, globally consistent SLAM.  of a position vector and quaternion (quaternions are re-
normalized after each update). We collect all poses in desing
. ALGORITHM vector z. For a constraint connecting poses and b, Let

In this section, we rst describe our parametrization, datr fc(2z) be a function of the relative pose betwesmndb. We
ducing relevant terminology. We review the mathematics §f¢ ne the constraint energlf. as a quadratic penalty on the
performing a full linearized update to the poses, then intrélifference betweerfi¢(z) and its desired valuéc, weighted
duce our stochastic approach in terms of this formalism. Vi distance matrixSc:
describe methods of reducing the cost of expensive updates, _ T
and of solving more than one constraint at a time, for stable Ee(2) = (Te(2) ko) Selfe(2) ko) @

processing of GPS constraints. We then present the algorithor example, (1) may represent a relative position comgtrai

# odometry constraint

# loop-closing constraint

in summary. by havingf c(z) be the relative position diin the frame ofa,
and havingk. be this relative position as measured by a sensor,
A. Pose Trees such as a wheel encoder. Likewise, (1) may model a relative

Like [10], we represent our poses by initially growing aotation constraint by settint(z) = q.(z)w, ! andk. = g,
spanning tree out of a node in the pose graph, and de nimhere g:(z) is the relative rotation ob in the frame ofa,
each pose relative to its parent in the tree. Fig. 1 shows @ peg is the relative rotation as measured by a sensor,canid
graph, and one possible tree ordering. In this parameitsizat the identity rotation. In EKF terminology, is the prediction
the energy of a constraint connecting nodesndb can only function, k. is the “observation”, an& is the inverse of the
be affected by nodes in the path through the tree feoto b, sensor covariance matrix.
excluding the node with the smallest tree depth. We call thisThe total energy is the sum of constraint energies:
topmost node the constraint's “root”, and all other nodes in
the path the constraint's “domain”. The root is excludechfro E= Ec2 (2)
the domain, since translating or rotating the root traeslat c



We linearizef . aroundz, the current value of, using the Algorithm 1 OptimizePoseGraph
substitutionz = z + x, wherex is the parameter update we Grow a spanning pose tree through the pose graph.
will solve for. We also take the Cholesky decomposition of Sort constraint< in increasing order of root depth.

the stiffness matriceS.: G fg . an empty set
. for cin Cdo
fo(z) fe(2)+ %Z X 3) if jjGjj > gps_batch size then
z BatchUpdate®, D
Sc = LCLI (4) G fg pdate, Drmax )
; . end if
We plug (3) anci((4) into (1) and (2) to get: i cis a GPS constrairthen
2 Addcto G
E= L fo(z)+ %fzzx ke (5) else
€ BatchUpdate®, D max ) . nho-op if Gis empty
Update¢, D
LetJ. = Ll%fz , andre = LI (k. fc(2) to get: end hLO € Dimax )
X end for
E=  kdox rck? (6)
[
= kix  rk? (7)  c. stochastic Updates
Here matrixJ and column vector are simply the individual ~ The update described above is expensive to evaluate, since
constraints'J; andr. stacked vertically: it is calculated using all constraints in the graph. An al&tive
T . is to inexpensively calculate one approximate updatérom
J= 350538 o s = kel (8) each constraintc. Such “stochastic” updates have a long
_ ) history in machine learning[13], as they can converge much
We arrive at a linear least-squares problem more quickly than exact updates, and provide some robusstnes
X =minkIx k2 ©) to local minima. Oscillations due to the inexactness of ¢hes
X ' updates are mitigated by using a decaying learning rate, as

which can be solved using one of two standard metho
normal equations and orthogonal decomposition. The norm
equations are obtained by taking the derivative of E in (@ an

r expression foxe.

Cg}{lvbe discussed in section IlI-H. In this section we derive
a lugging (8) into the right-hand-side of (11) gets:
X

setting it equal to zero: Hx = ITre (19)
2JTJIx =0 (10) ¢
Hx = J7r (11) Notg-that we may express the total updateas a sum
' X = .Xc of constraint-speci ¢ updates., where:

where H denotesJTJ, as it is the approximated Hessian _
from the Gauss-Newton method. Equation 11 may be upper- Xe = H

triangularized by the Cholesky decompositith= RTR, |y practice, we compute. by solving the linear system:
followed by one back-substitution: P ' pHige by d y '

flre (20)

_ 1T
RTRx = J7r (12) Axe = Jore D)
Rx = b (back-substituted) (13) In stochastic relaxation, the parameterse updated by one
X¢ at a time, rather than by their sum, In many applications,
With another back-substitution, we solve forUsing orthog- this converges quicker, gnd typically computation is saved
onal decomposition, we also arrive at 13 by settixg r = © by not recalculatingd = = _J[Jc from scratch after each
and QR-factorizing) : constraint update.
Our goal is to speed up solving for; and make it real-
Ix=r (14) time. One can use an approach similar to second-order back-
QRx =r (15) propagation in neural networks [14], wheteis reduced to a
Rx = QTr (16) diagonal by zeroing all off-diagonal elements. Unforthgt

while this makes solving fox. linear in the number of non-
Rx = b (17)  zerosin vectod/ r, it can prevent convergence. The reason is
Othat this can greatly reduce the matrix noki k, making the
Hesulting update. very large. Large updates to the poses, par-
ticularly to the rotations, can easily prevent convergeairee
rotating a node rotates its entire sub-tree. In [9], Ols@vents
this by using an approximation th where each nonzero block
is replaced by a constant diagonal matrix. This eliminates
7 74X (18) any large derivatives it may contain, and removes the need
to calculate any derivatives. While the resulting algaritrs
This is followed by normalizing the quaternionsin very fast, it erases the correlation between rotation paters

WhenJ is nearly upper-triangular, orthogonal decompositi
can takeO(N 2) time to solve compared tO(N *) for the nor-

mal equations, a fact we exploit in section IlI-D to ef ciént
solve for stochastic updates. Having solved for updateve

add it to pose parameters



(a) Initial pose tree, detail (b) After convergence with our method (c) Underconstrained loop (d) Same loop with GPS
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(e) Dog-legged path, after convergence with TORO (f) Same path, after convergence with our method

Fig. 3. Parisl datasetA posegraph taken from a section of Paris, with 27093 nodds2&@16 constraints. Fig. 3a shows a section of the
pose tree in its initial state. Stretched constraints caselea as red lines. Fig. 3b is the same section after 10 desatif our method, using

a maximum problem size dDmax = 200, and no GPS constraints. The stretched constraints of 3a ¢@llapsed; the runs that remain
separated are those without constraints tying them togeflig@ 3c shows a severely under-constrained intersectith few loop-closing
constraints connecting adjacent runs. Such intersectianshappen due to the dif culty in identifying loop closurés dynamic urban
environments. While optimizing the posegraph, parallehpavith no cross-connections can become separated. Figh@ads the same
intersection when GPS constraints are added to one out of 488 nodes. The GPS' residual vectors are visible as bhe degments.
Unlike loop-closing constraints, GPS constraints are ¢agpme by, limit drift in large loops, and prevent sepamaid nearby unconnected
runs. Fig. 3e shows a portion of the Paris posegraph afterecgence with TORO. The dog-leg problem has caused the leepises to
not point along the direction of travel. No GPS constrainesemused. Fig. 3f shows the same portion, after convergeitbeowr method.

and position residuals, causing the “dog-leg problem”. TGORThis yields a solution to the following least-squares peotnl
[10] employs a similar simpli cation in 3D, with the same

problem. min kdeXe  rek? + k oXck? (26)
Xc
D. Hybrid Hessians where . is the upper triangle of the Cholesky factorization:
We now describe our approximation té, which is easy B, = I . (27)

to invert, avoids the dog-leg problem, and does not produce

overly large updates. We approximadein (21) by a “hybrid Without k ¢xck?, (26) would be an under-constrained mini-
Hessian"H speci ¢ to constraint. Note thatH is composed mization problem for a single constramtWe have regularized
of N by N blocks, whereN isghe number of poses. We de neit using the block-diagonals of the full hessian, both to mak

H. as the full HessialH = i(JiTJi) with all of the off- it solvable, and also to prevent each constraint update from
diagonal blocks zeroed except thoseJdfl, namely simply .satisfying constraint without regard to all other
constraints.
He=JJJc+ Be (22) Only the poses in constraints domainD. affectc's energy,

_ ) o ~as seenin g. 1. We can therefore solve a reduced-dimension
whereB¢ is the block-diagonal approximation to the hessiafersion of (25) by omitting all rows and columns that do not
built from all constraints except for constraicit correspond to poses .. We denote this omission using hats

B.=B(H) B JlJ (23) (). as in:

. . . (j:-:rj\c + ﬁc)kc = J\chc (28)
Here B is an operator which zeros any off-diagonal blocks.
In practice, these blocks are never calculated in the rate] One could solve this dense normal equation using Cholesky
so thatB (JJ J.) is calculated inO(d) time, where d is factorization. But since this is cubic in the size D, it may
the numbep of nonzero blocks iit. Instead of recalculating be unacceptably expensive for real-time performance,useca
B(H) = .B(JJJc) at each constraint relaxation, weconstraints near the bottom of large pose trees can have larg
update the approximation i@(d) time by: constraint paths. Instead, we solve (26) using the follgwin

orthogonal decomposition:

Je
whereB (3 Jc)ow denotes the value d@ (J] J¢) calculated A
in the previous relaxation of constraiat
We obtain our stochastic update by replacingH in (21) Note that left-multiplying both sides of (29) dyJT "7 ]
with H¢, and solving forxc: recovers (28). Equation 29 is a Tikhonov regularizationhef t
under-constrained probletﬁkc f. =0, with the Tikhonov

(JcTJc + Be)xe = JcT re (25)  matrix . constructed from diagonal blocks of the hessiin

B(H) B(H) B(lJoaa+BWUII) (24)
Re= ¢ (29)

c



Fig. 4. Subsampling a constraint path Subsampling a path by
omitting nodep, parent ofb. Nodeb is now acted on by a temporary
constraint  instead of . The block corresponding to node
in the block-diagonal hessian approximati@ must be updated
accordingly, using equation 31. Constraintis constructed from
constraints and

Denoting thei'th block of St as Jé and the i'th block of
the block-diagonal matrix ¢ as ¢ we rewrite (29) as

2 3 2 3 Fig. 5. Log-energy vs time, Valencia dataseThe average constraint
Jo 3t 32 o389t re energy vs time (in seconds) for TORO [10] and our method. For o
0 0 method, we use different values for the maximum liDjax on the
¢ 1 0 number of poses solved per constraint, as described iroseltHE.
¢ 2 2=8 o (30)

We replace a chain of constraints betweeandb by a single
d1 0 constraint . Let beb's current parent constraint in the path.

Here,d is the size of domaiD.. Each block is 7 by 7, since We updateB as follows:

7 is the number of dimensions in a single pose or residual.
Equation 30 is therefore nearly upper-triangular. Thisvad
us to fully upper-triangularize it (using Givens rotatipris . :

O(d?) time, not the usuaD(d®) for dense matrices, The _Both and its replacement connect two consecutive nodes

) - 2\ 1 in the path. As can be seen in g. 1, such constraints have only
2l;bvsv(;(|qlu%n;dbaa:ﬁ]kgéubiztltouzho)n ?hseo{\cl)?afoézléfso?(rdel?afirr?ge a One node in their domain, namely the lower of the two nodes
. C .

constraint is therefor®(d?). For a relatively balanced tree,they connect (in this case). BothJ andJ  therefore have

we can estimate the expected path length for a constraintoégy one nonzero block, making the update in (31)@d)
de = O(log(N)), whereN is the total number of poses Thisoperatlon. The path frora to b may contain another constraint
e — l .

T ! - ’
is because the domain sizkof a constraintc is one less !’ but we need not subtradt'J from B, since its domain

than the length of the tree path connecting the two nodf2 T8 CERT PIRES R TG PR F00, 8 e Note.
constrained byc. The expected running time for a singl '

. - . . 5 hat modifyingB for all nodes inS. is linear in the size of

'(t)e(ﬁtl'gn(wggygh allM constraints is therefor®(Mdz), or S, since we perform the update in (31) for each nod&gn
9 ) whose parent was omitted fro8.

E. Interpolated solving To calculate thel of merged constraint, we need its

In large pose trees with low branching factor (such as urb%‘HﬁneSSS and desired valu& , wherek follows directly

B B J'J +J7J (31)

pose trees), the path length for some constraints can get ifP™ 'S desired relative pose (see (1)). Ifc,:: ¢, are

the thousands, making eved(d?) too costly for real-time e constraints merged to create we getp by taking the

operation on a single processor. Fortunately, it is possigiroduct of the desired transforms of::: Cy:

to solve for an approximation ta; within a user-chosen ¥

computational cost budget which can range frad) to p = b (32)

O(d?). This is done by solving for a subsst of the nodes in '

the pathD¢, then distributing these updates over the remaining

nodes. Since stiffness is the inverse of sensor covariance, we hed t
}j) Mgrgg)ingb constlra}ints%in (Z?Z)B)W% solved f0fd0f1|)|/ the merged stiffBes§ by lapplying the covariance merging rule

nodes inD; by omitting from the rows and columns - 1 ; ; .

corresponding to other nodes. We take the same approach hef§™e? =~ i G - Interms of stiffnesses this becomes:

solving for only the nodes 5. 2 D by omitting rows and

columns in (28). When omitting nodes from the path, we are S

replacing chains of constraints between upomitted nodés wi

single constraints. This change affe@s = 5.B (J Ji).

Consider a pair of nodesandbin Sc, wherea is b's closest whereS; is the stiffness of; andRy; is the desired rotation

ancestor inS;, or if none exists, the constraint root (g. 4).from nodea toi.

X T
= Rai Si Rai (33)
i=1



TABLE | TABLE I
AVERAGE AND MAXIMUM TIME PER CONSTRAINT, VALENCIA DATASET MINIMUM VALUES OF D max NEEDED FOR CONVERGENCE
Solver Avg. time (S) Max. time (s) Dataset nodes | edges | Toop edges] maxd D max
TORO 1:75092 10 ° | 5:24759 10 3 "Manhattan world” | 3500 | 5598 | 2099 184 30
Dmax =75 36635 10 4 | 53559 10 2 Valencia w/o GPS | 15031 | 15153 | 122 1161 40
_ . a4 . 2 Valencia w/GPS 15031 | 15440 | 409 1834 90
B"‘ax _ igg 3:8131 1304 g:gg?g 18 2 Parisl wio GPS | 27093 | 27716 | 590 3599 || 190
max. ~ : 4 : Paris1 w/GPS 27093 | 28943 | 1817 3605 200
Dmax =200 | 5:812 110 % = | 0:13747 Paris2 w/o GPS | 41957 | 55392 | 13384 701 || 150
Dmax = 1 2:0823 10 3.583 Paris2 w/GPS 41957 | 56109 | 13878 802 200

2) Solving and distributing the updateAfter modifying G. Special Considerations for GPS
B with (31) and eliminating the omitted nodes' rows and
columns from (29), we get the reduced orthogonal deco
position:

In some instances, it is desirable to combine omitting nodes
hd batch-optimizing multiple constraints. For example, w
may wish to solve for a locally exact update, by solving for
only the nodes close to the robot position, as in [12]. This
can be done in our system by omitting faraway nodes, and
batch-optimizing all constraints that operate on nearbgeso
Another application is in the processing of GPS constraints
%PS constraints are characterized by long path sizes agl lar

, . position residuals, and do not specify rotation. Relaxing a
the rows and columns corresponding to nodesSin After  gingle GPS constraint causes its path to bend in order to
solving for xc, we revert the modi ed blocks 0B to their - qye the constrained node closer to the desired position.
previous values before updating by 24. If we apply update gecausec species no orientation for the node, is free to

to z as before, the path can potentially bend only at the nOdgﬁate to align itself with the new direction of the path. hi

in S¢, making the chain discontinuous. Instead, we use e harmfyl to convergence, as it rotates all 9§ sub-tree,
method used by TORO to distribute over a chain of nodes tjreasing the residuals of other GPS constraints, whieh th
desired pose adjustment of the endmost node. In our case, §8€similar damage in turn. To avoid this, we update GPS

desired pose adjustment is given by temporarily appI¥89 constraints in batches. This eliminates spurious rotation

to z and normalizing the affected quaternions. The des'r%‘ﬁacing additional position constraints belawin the tree,
pose adjustment is the transform frofts old pose to its (§Jreventing the sub-tree from bending away from them. We
Pew poge. Thlsbpose _adjluzt_ment is distributed over the f?o fid that relatively small batch sizes are suf cient to prene
rom a down tob, not includinga. As in TORO, we use the gy rigys rotations. For the Valencia and Paris datasettiqae
diagonal elements @ as the distribution weights. For deta|Is|V) we update GPS constraints in batches of 30 and 50
on this distribution algorithm, we refer the reader to [Ilhis respectively. As when processing other constraints withg lo

does not cause dog-legs, becass@ipdates rotations even forpaihs 'we use interpolated solving to keep update times low.
position-only constraints.

Je R

~ = g (34)
Here, ¢ is created from the Cholesky decompositio
~I~.= B, whereB is B updated by (31), retaining only

H. Temperature

F. Batch solving To aid convergence, we scale updateby a temperature
It is possible to build a hybrid hessidf for updating a set parameter , before adding it to parametezsas:z = z+ Xe.

C of constraints at once, by including the off-diagonal blckWe start with =1, and slowly decrease it over time. We do

of multiple constraintsJ/ J. this by scaling by 0:99 after each loop through all con-

X straints. If a constraint's residual is large, the resulting ¢
Hec = JlJe+ Be (35) may contain large rotation updates, which can adversegcaff
e2C convergence. For such updates, we temporarily substittde

a value © which is chosen so that the largest rotation update

where the block-diagonal regularizBr: is: in %, does not exceed: 8.

Bc= B(H) B(JJ) (36) I. Algorithm summary

i2C We summarize our method in algorithm 1. The functions
“Update” and “BatchUpdate” implement single and multi-
constraint updates as described above, using interpaiated

ing to solve for no more thab n,x nodes at a time.

IV. RESULTS

where ¢ is created as before by the Cholesky decompositionFig. 3 shows a section of our “Paris1” posegraph before and
Bc = (T: c. We vertically stackl; andr. corresponding to after optimization, both with and without GPS constraiite

the constraintz in Cto getJc andrc. WhenC contains all show a case where, without GPS constraints, the optimizatio
the constraints in the posegraph, (37) reduces to the falttexcauses rotations at an under-constrained intersectiosinga
update equation (14), sinck: andrc becomeJ andr (see the loop to rotate into an unrealistic con guration. We show
(8)), and ¢ vanishes, since there are no constraintich that GPS constraints serve to limit such error. We also show a
thati 2 C (see (36)). instance of the dog-leg problem experienced by TORO. Even

The corresponding orthogonal decomposition form is:

Jc _ fc
c XC - G (37)



(a) Olson's “Manhattan world” (b) “Manhattan world”, converged

Valenci d) Valencia, d . .
(c) Valencia (d) valencia, converge Fig. 7. Montmartre, Paris An overlay of the converged poses of

g. 6f on a satellite image from Google Earth.

problem. However, such projective rotations can also cause
oscillations in the face of excessive subsampling. To test o
method's robustness to oscillations, we ran the solver with
various levels of subsampling, de ned Bynax , the maximum
number of nodes to solve for in (34). Table Il shows the
(e) Paris2 (f) Paris2, converged minimum values ofDnax Which did not cause divergence.
Fig. 6. Solved mapsPose graphs, before and after 10 iterationNOte that these are not_hard minimums, as divergence may
with Dmax = 200. Pose graph sizes are given in table II. Initiaéls,0 be avoided by lowering the initial temperaturizom 1.0.
con gurations show the poses as set by concatenating @onstr 1Nis table is only intended to illustrate the potential damngf
transforms down the tree, as described in section Ill-A. sBaint over-subsampling. Table Il also shows each map's number of
residuals are shown as brown/red lines connecting the reamt  nodes, edges, loop edges, and “niixLoop edges are edges
S'/els"ed pose6to theagctualhpose. tBrlghtbelr red 'nd;caieﬁ{gﬂor' with more than two nodes in their path (they are also counted
itg gprg?r(e%iducélsg'whi)cﬁ gré"’gﬂrﬁaﬁ[ﬁle;ﬂg;_ang et ow under “edges”). The “max” is the length of the longest edge
path in the map. The “Manhattan world” dataset was origynall
used by Olson in [9] (see g. 6a).

) ) ) ) In g. 6, we show some maps before and after solving with
though the dog-leg problem is typical with GPS constraiits, oyr method. The “before” images show the poses as initidlize
can also happen, as it did here, with loop-closing condBairhy starting at the root of the parametrization tree, and naw
that have a large position residual and small rotation te8id downwards, concatenating the tree edges' transforms. For a
Our method does not suffer from this problem. pose graph with no loop closures, this would be equivalent to

In g. 5, we show the log-energy per constraint over time fogead-reckoning. The red edges are edge residuals, compecti
our method and TORO. Our method reduces the error quickgie desired pose of a node to its actual pose. Relative con-
and converges to an average energy per constraint that issgints' residuals connect two poses, while GPS congt'ain
order of magnitude lower than that of TORO. For our methogesiduals connect a pose to a spot in empty space, indicating
we use interpolated solving as described in section Ill-B) w the desired position. Redder residuals indicate highesr.err
different maximum value® max for the size of se€.. GPS Longer residuals do not necessarily have higher error, @me so
constraints were not used, to minimize dog-legs in TOR@dges are less stiff than others. In particular, GPS cdnttra
The pose graph data was taken from a section of Valencime much less stiff than other types, due to GPS' imprecision
Spain, with 15031 poses and 15153 constraints. The ene@yr method performs well on graphs with ample loop closures,
was measured after each loop through all constraints. lractsuch as Olson's “Manhattan world”, converging to an average
operation, only a few constraints are added or updated pgfergy per constraint af:596, compared to TORO'®:062
frame, so the spacing of the points in the plot should not I@ur method completely collapses most relative constraint
interpreted as the required time per iteration. Rathertagle residuals ( g. 6b, 6d), and greatly reduces GPS residuais (
| for the average and maximum time per constraint for thgf). A small number of lines which overlap in g. 6e can be
same solvers and posegraph. The average constraint dongain to have split apart in 6f. These are parallel runs where t
size was 1.53 poses, while the largest constraint domain Wesp closure detector failed to recognize as traversingimee
1161 poses. The times shown are all within real-time boungath, and therefore did not connect together with a comstrai
per frame, except when domain subsampling is turned off (lgyutdoor urban maps can have fewer loop-closures, due to the
settingDmax = 1). dif culty of detecting them in highly dynamic environments

Linearizing the relation between position error and rotati Despite this distortion, the solved map aligns relativelgilw
updates is necessary for properly addressing the dog-tegsatellite photography, as seen in g. 7.




(a) “Manhattan world”, noisi ed (b) “Manhattan world”, converged

of the pose graph, in a manner that approximates the effects
of nodes and constraints outside of that set. There is consid
erable exibility in how to choose this set, affording seakr
avenues of future investigation. One is constraint piigatton,
where an effort is made to update constraints with large
error more frequently than those with small error, for qeick
convergence. Another is node prioritization, where indtef
subsampling a constraint domain uniformly, we select nodes
according to the the needs of the application. An example
would be to prioritize local nodes during real-time exptorg

(c) Valencia, noisi ed (d) Valencia, converged

(1]
(2]

(3]

(4]

(e) Paris2, noisi ed (f) Paris2, converged

Fig. 8. Graphs with large initial error Pose graphs, with noisi ed
constraints (sensor readings). A small random rotatiomratcthe

local up axis was multiplied onto each constraint's rotaticausing
large distortions to accumulate over time. Pose graph gjxes in

table Il. Constraint residuals are shown as brown/red l{nedder =
more error).

(5]
(6]
(7]

To test the robustness of our solver to large errors due 18]
sensor noise, we added rotational noise to all edges in the
“Manhattan world”, Valencia, and Paris2 pose graphs. Thege
“noisi ed” graphs can be seen in g. 8. Each rotation was
multiplied by a small rotation around the local up axis, véher,
the angle was drawn from a normal distribution with a staddar
deviation of 3 degrees. The poses are initialized usingethes
edges, these small rotations add up to the large map disterti [11]
shown in the left column.

V. CONCLUSIONS AND FUTURE WORK [12]

We have described a method for stochastic optimization on
pose graphs that is able to process position-only congsrair,
such as GPS, without introducing the pose staggering known
as the “dog-leg problem”. We demonstrated methods for
reducing the complexity of updates in order to stay withal+e
time bounds, and for batch-optimizing multiple constrgjint[14]
with applications to stable GPS updates. Our method thus
presents the means to smoothly transition between approxi-
mate O(n)-per-constraint loop closing (whem is the size
of the constraint's loop), and exact linear updates as uyed b
full linear solvers. The method optimizes to a lower overall
energy than a state-of-the-art method in stochastic SLAM,
while staying well within real-time cost bounds per conistra

On each iteration, our method ef ciently updates a subset

SLAM. This is an approach similar to [12], but with the added
bene t of maintaining global consistency. Another example
is to add loop-closing to visual odometry by treating bundle
adjustment as a local batch update, within a SLAM framework.
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